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Abstract

We study the problem of estimating the coefficients in an ellip-
tic partial differential equation using noisy measurements of a solu-
tion to the equation. Although the unknown coefficients may vary
on many scales we aim only at estimating their slowly varying parts,
thus reducing the complexity of the inverse problem. However, ignor-
ing the fine-scale fluctuations altogether introduces uncertainty in the
estimates, even in the absence of measurement noise. We propose a
strategy for quantifying the uncertainty due to the fine scale fluctua-
tions in the coefficients by modeling their effect on the solution of the
forward problem using the central limit theorem. When this is possi-
ble, the Bayesian estimation of the coefficients reduces to a weighted
least squares problem with a covariance matrix whose rank is low re-
gardless of the number of measurements and does not depend on the
details of the coefficient fluctuations.

1 Introduction

We study the problem of estimating the coefficients of elliptic partial dif-
ferential equations using noisy measurements of solutions. We first consider
the equation

−∆u + a(x)u = f(x), x ∈ D. (1.1)

The domain D ⊂ R
d is a smooth bounded region, and we impose a Dirichlet

boundary condition on ∂D. The equation models diffusion in a random
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potential. Later we also consider the estimation of an unknown diffusion
coefficient but only in one dimension:

−(a(x)ux)x + bu = f(x). (1.2)

In both cases, the coefficient a(x) is the unknown, and we wish to estimate
it from observations of u(x) at various points x in the domain. Diffusion
equations of the form (1.2) (and in more spatial dimensions) arise in many
applications including the modeling of electrical and thermal properties of
composite materials and the modeling of fluid flow through a porous medium
via Darcy’s law.

Although the unknown coefficient a(x) may fluctuate on many scales,
we cannot hope to recover all details about a(x) because the elliptic inverse
problem is ill-posed. Therefore, we will aim to recover only the smooth part
of the coefficient while still accounting for the neglected scales. For example,
suppose that a(x) is a random function represented as

a(x) = a(x, ω) = a0(x) +
∞

∑

k=1

√

λkak(x)ξk(ω). (1.3)

which is its Karhunen-Loéve expansion [9]. Here ω is a point in a prob-
ability space that labels the realizations and is omitted sometimes. The
slowly-varying or smooth mean is a0(x) and the pairs {(ak(x), λk)}∞k=1 are
eigenfunctions and eigenvalues of the integral operator with kernel the co-
variance

K(x, y) = E[(a(x) − a0(x))(a(y) − a0(y))].

The eigenfunctions ak(x) oscillate on a scale proportional to the size of the
domain divided by the index k and therefore are rapidly oscillating for k
large. The random variables {ξk(ω)} are uncorrelated with zero mean and
variance one. Estimating the unknown coefficient a(x, ω) means estimating
all the terms in the expansion, including the random variables {ξk(ω)}. If
we have only partial measurements from a few realizations, however, this
is impossible. So, we might try to estimate the terms in a truncated series
representation

aN (x, ω) = a0(x) +

N
∑

k=1

√

λkak(x)ξk(ω),

and in the simplest case we would aim only at estimating the mean a0(x).
However, any such truncation cannot fully account for the observed data,
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even if there is no observation noise. This is because the neglected rapidly-
oscillating terms do produce some random variation or uncertainty in the
observations and therefore in the estimates of the unknown coefficients. In
this paper, we introduce a strategy for quantifying this uncertainty in a0(x)
due to the fine scales. Although the details of the method depend on the
problem at hand, it has potential application to other inverse problems (ei-
ther PDEs or systems of ODEs) in which it is only feasible to estimate
a low-dimensional approximation of the parameters. The main idea is to
model, when possible, the universal fluctuation effects coming from the un-
resolved scales. As our numerical simulations demonstrate, this modeling
approach gives an accurate approximation of the effect of the unresolved
scales without requiring additional sampling.

We consider the simpler case in which the true coefficient a(x, ω) has
a slowly varying component and a random, rapidly-oscillating component
without variation on the intermediate scales. The general case can in prin-
ciple be considered as well, but it is much more computationally intensive.
We shall simplify further by assuming that the random process a(x, ω) has
the form

a(x, ω) = a0(x) + σµ(
x

ℓ
, ω). (1.4)

The fluctuations process µ(x, ω) is assumed to be stationary with zero mean
and covariance

R(x) = E[µ(y + x)µ(y)], (1.5)

normalized so that R(0) = 1 and
∫

R(x)dx = 1. Thus, σ2 is the variance of
the fluctuations and ℓ is its correlation length. The µ may be considered to
be a simplified form of the tail of the Karhunen-Loéve expansion of a(x, ω)
for large N , where N−1 is proportional to ℓ. The stationarity of µ also
follows from the Karhunen-Loéve expansion for the residual for large N .
However, in (1.4) we do not assume that the fluctuations are weak, that is
σ ≪ 1, as is the case the tail of the Karhunen-Loéve expansion. We plot one
realization of a(x, ω) in Figure 1, with l ≪ 1. As already noted, it is hard
to recover both a0(x) and µ(x, ω), so we estimate only the slowly varying
mean a0(x). The observations, however, do depend on µ, and our strategy
models the effect of µ on the estimate of a0(x).

We will take a Bayesian approach to estimating a0(x). Given a0(x), the
observations of u(x) = u(x, ω) are random variables since they depend on
the random field µ(x, ω). Our estimate of a0(x) will be the maximum a
posteriori (MAP) estimator

â0 = argmax
a0

π(Y |a0)π0(a0) (1.6)
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where Y is the observation data vector, defined by (2.9); π(Y |a0) denotes
the conditional density of the observation data Y , given a0; and π0 is the
prior density of a0 which usually expresses its anticipated regularity [6].

In the models we consider, the approximate form of the conditional den-
sity π(Y |a0) is known from the asymptotic theory of the solution u in the
limit ℓ → 0 ([5, 1, 2]). This asymptotic theory is the basis for our strategy.
The fluctuations in the observations of the solution u, which are due to the
stochastic term µ, are asymptotically Gaussian, and their mean Ȳ (a0) and
covariance C = C(a0) can be characterized analytically. Although this mean
and covariance depend on a0 in a nonlinear way, they can be computed nu-
merically and do not depend on the (unknown) details of µ! That is, the
fluctuations in u have a universal character. This fact is not so surprising
since a form of the central limit theorem is involved. Thus, for small ℓ, we
expect that the conditional density of the observations Y given a0, is given
explicitly by

π(Y |a0) ∼ exp

(

−1

2
(Y − Ȳ (a0))

T (C(a0))
−1(Y − Ȳ (a0))

)

(1.7)

Here Ȳ (a0) denotes the theoretical mean of the observations Y given a0,
which can also be characterized analytically. Therefore, the asymptotic
theory gives us an explicit model for the a posteriori density function being
optimized in (1.6). In particular, π(Y |a0) need not be computed by sampling
methods.

The data covariance matrix C(a0) in the weighted least squares (1.7)
assumes that there is no measurement noise. When there is measurement
noise, assumed statistically independent of the parameter fluctuations, then
the covariance in the weighted least squares (1.7) must be replaced by
C(a0) + CN where CN is the covariance of the measurement noise. We
will assume here that CN = γ2I where I is the identity matrix. When there
is a lot of measurement noise then γ is large or, equivalently the signal to
noise ratio (SNR) is low. In this case C(a0) + γ2I ≈ γ2I and the weighted
least squares becomes ordinary least squares. It is only when the SNR is
high that detailed modeling of the effect of the parameter fluctuations plays
a role in the estimation of a0. We compare with numerical simulations the
effect of using the weighted least squares covariance matrix C(a0)+γ2I ver-
sus just γ2I, in which parameter fluctuations are ignored. Both estimates
are random variables, as they depend on the random observations, and both
must obey the Cramér-Rao lower bound on the covariance of the estimate.
We show that the MAP estimate based on (1.6) and (1.7) has lower vari-
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ance compared to the simple least-squares type estimate, and is closer to
the lower bound.

We assume in this paper that the scale parameters κ = σℓd/2 and γ
in the data covariance, coming from the coefficient fluctuations and the
measurement noise, respectively, are known. Otherwise they must also be
estimated from the data.

The paper is organized as follows. We consider first the problem (1.1),
where the absorption coefficient is unknown. In Section 2 we define the
data model for this problem. In Section 2.1 we describe the fluctuation
model for the observations Y based on the asymptotic theory as ℓ → 0. In
Section 2.3 we review the Bayesian estimation framework. In Section 2.4
we discuss the efficiency of the MAP estimator compared to a simpler least
squares estimate of a0(x). Even though we know π(Y |a0) approximately,
the optimization problem (1.6) is still quite challenging due to the highly
nonlinear dependence of Ȳ (a0) and (C(a0))

−1 on a0. Therefore, in Section
2.6 we propose methods for reducing the complexity of the objective function
that exploit the low rank of the covariance matrix C(a0). In Section 3 we
describe the discretization of the problem and present results from numerical
experiments.

In Section 4, we carry out the estimation strategy for the problem (1.2)
in which the diffusion coefficient is unknown. Computational results for
this model are shown in Section 4.1.1. In section 5 we present a summary
of the paper. Appendix A contains a brief description of the asymptotic
fluctuation theory that underlies our estimation strategy for both models
(1.1) and (1.2). Appendix B contains further discussion of the efficiency of
the MAP estimator, in the context of a simplified linear model.

After this paper was written, we became aware of the work of Bal and
Ren [3] in which a similar approach for estimating the unknown coefficient
a(x) is used. Their numerical simulations also indicate that modeling the
covariance C associated with fine-scale fluctuations in a(x) can reduce the
variance of the estimate of a0(x).

2 The continuum model and noisy observations

We begin with noisy observations of a function u which satisfies the bound-
ary value problem

−∆u + a(x)u = f(x), x ∈ D, (2.8)

u(x) = 0, x ∈ ∂D.
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The absorption coefficient a(x) = a(x, ω) > 0 is an unknown random field
defined over a suitable probability space which we denote by (Ω,F , P). We
suppose the process a(x, ω) has the form (1.4) where µ(x, ω) is a stationary
random field with zero mean and unit variance, while a0(x) is a smooth,
positive function. We assume µ is ergodic with respect to shifts in x. The
characteristic length scale of the oscillatory component is ℓ << 1. From noisy
observations of the solution u(x, ω) we wish to estimate the mean a0(x), and
we will model the effect of the fluctuation term σµ(x

ℓ , ω) on the observations.
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Figure 1: One realization of the true coefficients. The thick slowly varying
curve is the mean a0(x), which we wish to estimate.

The measurement process involves choosing S samples independently
corresponding to S independent realizations of a(x, ω). Typically S will be
very small and often S = 1. For each sample, we observe the solution to
(2.8) at M discrete locations, for various choices of the known right hand side
f(x) = fn(x), n = 1, . . . , N . The discrete observation points {xj}M

j=1 ⊂ D
are distributed in the interior of the domain. Each of these observations also
involves independent observation noise.

Our observations of the solution to (2.8) are:

Yn,j,s = u(xj , ωs; fn) + ǫn,j,s, (2.9)

for j = 1, . . . , M ; n = 1, . . . , N ; and s = 1, . . . , S. The index s labels to
the S independent samples. The index n corresponds to our choice of the
(known) right hand side as f ∈ {fn}N

n=1 ⊂ L2(D). The random variables
{ǫn,js}n,j,s represent observation noise, and they are independent, identically
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distributed N(0, γ2). Even without observation noise, the observations Yn,j,s

are random variables since they depend on the random field a(x, ω). Let Y
denote the finite collection of observations

Y = {Yj,n,s | j = 1, . . . , M ; k = 1, . . . , N ; s = 1, . . . , S}.

The dimension of this vector of observation data is NMS. Given this data
vector, we want to compute the best estimate of ao(x), including reliable
error bars around the estimate.

2.1 Limit theorem for the fluctuations

We have chosen the model (1.4) because it is known [5, 1] that in the scaling
limit ℓ → 0, the solution u = uℓ(x, ω) has Gaussian fluctuations about its
mean. Specifically, for d ≤ 3,

u(x, ω) − ū(x)

ℓd/2
→ σ

∫

D
G(x, y; a0)ū(y) dWy(ω) (2.10)

in distribution as ℓ → 0, where ū(x) is the (deterministic) solution to

−∆ū + a0(x)ū = f(x) (2.11)

with Dirichlet boundary conditions at ∂D. The kernel G(x, y; a0) is the
Green’s function associated with (2.11), so that

ū(x; f, a0) =

∫

D
G(x, y; a0)f(y) dy.

The integral (2.10) is with respect to the Brownian random field Wy(ω),
which is a Gaussian process. For any test functions ψ1(y), ψ2(y), . . . , ψJ(y),
the random vector (

∫

ψj(y)dWy) is Gaussian with mean zero and covariance
(
∫

ψj(y)ψj′(y)dy).
The observations Yj,n,s are noisy measurements of the solution u(x, ω)

which is, therefore, approximately the sum of ū and Gaussian fluctuations:

Yj,n,s ≈ ū(xj ; fn) + κ

∫

D
G(xj , y; a0)ū(y; fn) dWy(ωs) + ǫn,j,s (2.12)

for small ℓ, where
κ = ℓd/2σ (2.13)
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is a small parameter. Therefore, assuming ℓ is small, we will model Yj,n,s as
a Gaussian random variable with mean ūj,n = ū(xj ; fn, a0) and covariance

Cov
(

Yj,n,s, Yj′,n′,s′
)

= E
[

(Yj,n,s − ūj,n)(Yj′,n′,s′ − ūj′,n′)
]

(2.14)

= γ2δss′δjj′δnn′ + C(a0)(j,n,s),(j′,n′,s′)

where

C(a0)(j,n,s),(j′,n′,s′) = δss′κ
2

∫

D
G(xj , y; a0)ū(y; fn)ū(y; fn′)G(y, xj′ ; a0) dy

is the data covariance of the fluctuations in the solution due to the coefficient
fluctuations. For the case d ≥ 4, see [1].

2.2 The low rank of the data covariance

While the measurements Y may lie in a high dimensional space, in R
NMS ,

the fluctuations in the observations are effectively low dimensional. To see
this, consider the covariance of the continuum random field

v(x; fn, ωs) = κ

∫

D
G(x, y; a0)ū(y) dWy(ωs) (2.15)

defined by the stochastic integral (2.10). For fixed n and n′ let C0(x, y) be
the covariance kernel:

C0(x, y) = E [v(x; fn, ω)v(y; fn′ , ω)]

= κ2

∫

D
G(x, z; a0)ū(z; fn)ū(z; fn′)G(z, y; a0) dz (2.16)

This kernel defines the covariance operator of the fluctuations of the solu-
tion as an integral operator acting on L2(D). If {φk}∞k=1 are the complete,
orthonormal set of eigenfunctions satisfying

−∆φk + a0(x)φk = λkφk,

then

Ckj = (φk, C0φj)L2

= κ2

∫

D

∫

D

∫

D
φk(x)φj(y)G(x, z; a0)ū(z; fn)ū(z; f ′

n)G(z, y; a0) dz dy dx

=
κ2

λkλj

∫

D
φk(z)φj(z)ū(z; fn)ū(z; f ′

n) dz (2.17)
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From the asymptotic theory of the eigenfunctions of the Laplacian [7], which
we assume can be used here, we deduce that

lim
k 6=j→∞

∫

D
φk(z)φj(z)g(z)dz = 0

and

lim
k=j→∞

∫

D
φk(z)φk(z)g(z)dz =

1

|D|

∫

D
g(z)dz

for any test function g. Therefore, we conclude that

Ckj ≈
c

λ2
k

δkj (2.18)

for k, j large, with c a constant. In one dimension λk = O(k2), so in this
case, we expect the eigenvalues of C0(x, y) to decay like O(k−4).

In Figure 2 we plot the eigenvalues of a discrete version of (2.14) (given
later in (3.34)), and we compare them to the eigenvalues of an empirically
generated covariance for the observation data. The plot shows that the fluc-
tuation model (2.14) is quite accurate: all of the large eigenvalues of the
true covariance (i.e. empirical) are accurately approximated. The corre-
sponding eigenfunctions (not shown) are also accurately captured by this
approximation, and the plot shows the O(k−4) decay of the eigenvalues,
which effectively reduces the rank of the covariance matrix.

2.3 Bayesian estimation of a0(x)

One approach to estimating a0(x) is maximum a posteriori probability. Let
us suppose that a0(x) is parameterized by a P -dimensional vector θ ∈ R

P .
The vector θ might be the first P coefficients in a Fourier representation
for a0(x), or θ might represent the local averages of a0(x) within P regions
that partition the domain D. In any case, we’ll assume that a0(x) depends
linearly on the vector θ, and we will represent this relationship as

a0(x) ∼ Mθ

Details about this relationship are given later at (3.35). Our goal is to
estimate the true value of θ from the observation data. Treating the un-
known vector of parameters as a random variable, we begin with a prior
distribution for θ that has a density π0(θ). For a given θ, let πθ(Y ) de-
note the induced density for the random vector Y ∈ R

NMS , given θ. Let
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Figure 2: Log-log plot of the eigenvalues of the covariance matrix given by
(3.34). For the first series (+), the covariance matrix is a discrete version
of (2.14). For the second series (o), the covariance matrix is generated
empirically from 2000 samples, showing very good agreement between the
predictions of the asymptotic theory and the true fluctuations in the data.
The solid line has slope −4, indicating that the eigenvalues decay as O(k−4).
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π(θ, Y ) = π0(θ)πθ(Y ) denote the joint density for θ and Y . Bayes’ rule tells
us that the conditional density π(θ | Y ) is given by

π(θ|Y ) =
π(θ, Y )

π(Y )
=

π(Y |θ)π(θ)

π(Y )
=

πθ(Y )π0(θ)

π(Y )
. (2.19)

Here π(Y ) denotes the marginal π(Y ) =
∫

π(θ, Y ) dθ.
According to our model, given θ, the observations Y are Gaussian so

that the likelihood function is

π(Y |θ) =
1

(2π)(NMS)|C|S/2
exp(−1

2

S
∑

s=1

(Yj,n,s − ūj,n)T C−1 (Yj,n,s − ūj,n))

(2.20)
where C = C(a0) is the NM × NM covariance matrix

C(j,n),(j′,n′) = γ2δjj′δnn′ + κ2

∫

D
G(xj , y; a0)ū(y; fn)ū(y; fn′)G(y, xj′ ; a0) dy,

(2.21)

|C| is its determinant, and ū = ū(a0) depend on θ, which represents a
discretization of a0.

The maximum a posteriori (MAP) estimator for θ is defined by:

θ̂MAP = argmax π(Y |θ)π0(θ)

= argmin − log π(Y |θ) − log π0(θ). (2.22)

Therefore, the MAP estimator is determined by minimizing

θ̂MAP = argminθ Γ(θ) − log π0(θ) (2.23)

over the P -dimensional parameter space for θ, where

Γ(θ) =
1

2

S
∑

s=1

(Yj,n,s − ūj,n)T C−1 (Yj,n,s − ūj,n) +
S

2
log(|C|). (2.24)

The function Γ is highly nonlinear with respect to θ. The function ū depends
on θ in a nonlinear manner through solution of the equation (2.11). The
Green’s function appearing in the definition of the covariance matrix C also
depends on θ in a nonlinear manner. With θ̂MAP defined in this way, our
estimate of a0(x) becomes

â0(x) = Mθ̂MAP .
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There are many possible choices for the prior density π0(θ) on the coef-
ficients. For example, one might choose

− log π0(θ) ∼ η

∫

D
|∇a0(x; θ)|2 dx

where η > 0 is a parameter. More generally, if θ ∈ R
P represents P Fourier

coefficients of a0(x), we might take log π0(θ) to be a weighted sum of these
Fourier coefficients. The prior density in (2.23) plays the role of a regular-
izing term in the inverse problem.

In this paper we will assume that the finite dimensional reduction a0(x) ∼
Mθ realizes the desired regularization and therefore we shall take π0 to be
flat so that it can be omitted in (2.23). The objective function for the
determination of θ̂MAP is now Γ(θ) defined by (2.24).

2.4 Quantifying the estimation error

The MAP estimator θ̂MAP is a random vector, depending on the observa-
tions Y , and we would like to quantify the uncertainty in this estimate and
the resulting estimate â0(x) = Mθ̂MAP of the unknown coefficient a0(x).
The covariance of the random vector θ̂MAP must satisfy the Cramér-Rao
lower bound (see [12]):

Covθ(θ̂) = Eθ[
(

θ̂ − θ0

) (

θ̂ − θ0

)T
] ≥ ∂θ0

∂θ
I−1(θ)

∂θT
0

∂θ
. (2.25)

Here θ denotes the true parameter, and θ0 = Eθ[θ̂] is the mean of the
estimate θ̂, which depends on the true value θ. The matrix ∂θ0

∂θ is equal to
the identity if the estimate is unbiased. The P × P matrix I is the Fisher
information:

Ijk(θ) = Eθ[
∂

∂θj
log π(Y |θ) ∂

∂θk
log π(Y |θ)]. (2.26)

Since π(Y |θ) is Gaussian in the present case, the Fisher information has the
form:

Ijk =
∂u

∂θj
C−1 ∂uT

∂θk
+

1

2
tr

(

C−1 ∂C

∂θj
C−1 ∂C

∂θk

)

, j, k = 1, . . . , P (2.27)

where dependence on θ is not shown.
The Cramér-Rao bound (2.25) gives us a lower bound on the covariance

of our estimate θ̂MAP . Without many independent samples, the expectation
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Eθ[θ̂] may be difficult to compute. In our numerical simulations we observe
that the bias term ∂θ0

∂θ is very close to the identity, so that I−1(θ̂MAP ) gives

a good estimate of the covariance of θ̂MAP that can be computed directly
from (2.27) without additional sampling. Our numerical experiments (see
Figure 7 and Figure 9) also show that the covariance of the estimate θ̂MAP

is very close to realizing this optimal lower bound (2.25).
If the MAP estimate θ̂MAP is close to the true value θ then we may be

able to quantify its uncertainty by calculating the matrix of second deriva-
tives, the Hessian, of the objective Γ(θ) at θ = θ̂MAP . Since π(Y |θ) is Gaus-
sian, one can show that the Hessian D2

θΓ(θ) evaluated at the true value of θ,
is precisely the Fisher information (2.27). Therefore, it follows from (2.25)
that when θ̂MAP is close to the true value, the inverse of the smallest eigen-
value of this Hessian gives an overall estimate of the variance of the MAP
estimator θ̂MAP .

2.5 Efficiency of the MAP estimate

The MAP estimator θ̂MAP makes use of an explicit model for the effect of
fine scale fluctuations in the true coefficients (i.e. the effect of µ(x/ℓ, ω)).
Another approach to estimating a0(x) is to use a simple least squares esti-
mator:

θ̂LS = argmin
θ

1

2

S
∑

s=1

∑

j,n

(Yj,n,s − ūj,n(θ))2 . (2.28)

Here we minimize over all θ in the parameter space. This estimate θ̂LS is
equivalent to the MAP estimate θ̂MAP (2.23) if the covariance C is replaced
by the identity in (2.24) and we set π0 to be constant over the parameter
space. If the signal to noise ratio (SNR) is low, then the covariance matrix
(2.21) is dominated by the diagonal part γ2δjj′δnn′ , and in this regime we
expect the simple least squares estimate to be comparable to the MAP
estimate. In the high SNR regime, however, the covariance matrix (2.21)
will not be close to diagonal and the two estimates θ̂LS and θ̂MAP will differ.

The least-squares estimate (2.28) does not take into account the fluctu-
ations caused by the small scale term µ(x/ℓ, ω). For this reason, however,
the optimization problem (2.28) may be simpler because we have not taken
into account the nonlinear dependence of C on the parameter θ. Therefore,
it is natural to ask whether the estimate θ̂MAP defined by (2.23)-(2.24) has
any advantage over the simpler least-squares estimate θ̂LS defined by(2.28).

An estimate which realizes the lower bound (2.25) is called an efficient
estimator. Although the covariance of θ̂MAP cannot be smaller than this
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optimal bound, we should expect that with knowledge of the true data
covariance function C, the covariance of the MAP estimate θ̂MAP would be
closer to the theoretical optimum (2.25), compared to the covariance of the
simple least squares estimate θ̂LS . In Appendix B, we illustrate this point
in the context of a simpler linear (solvable) model where ū(θ) is a linear
function of the parameter vector θ and the covariance C is independent of
θ. In such models, the MAP estimate θ̂MAP realizes the theoretical lower
bound (2.25) while the least squares estimate θ̂LS may have much larger
variance, depending on the structure of the true data covariance matrix C.
In fact, this is a consequence of the Gauss-Markov theorem [4]. In nonlinear
models, asymptotic efficiency may hold as the number of observations S ≫ 1
increases. However, even in the nonlinear model with few observations, our
numerical simulations (see Figure 7 and Figure 9) show that, indeed, the
covariance of the MAP estimate θMAP is closer to realizing the theoretical
lower bound than the simple least squares estimate θLS .

2.6 Optimization Strategies

After discretization of the equation (2.11) the optimization problem (2.23)
is very challenging, due to the presence of multiple local extrema in the ob-
jective function Γ(θ). Moreover, it is computationally expensive because for
each evaluation of Γ(θ) one must compute ū solving (2.11) and the Green’s
function G = G(x, y; θ) which appears in the covariance matrix. One sim-
plifying strategy is to solve (2.23) iteratively by the following algorithm. At
each step we perform the optimization with a fixed covariance matrix; then
we update the covariance matrix before the next iteration:

1. Fix an initial estimate θ1, and let C1 = Id.

2. For k = 1, 2, . . .

(i) Optimize (2.23) with C = Ck fixed.

(ii) Set θk+1 = θ̂, where θ̂ is the optimal value.

(iii) Compute the covariance matrix Ck+1 = C(θk+1).

(iv) If |Γ(θk+1) − Γ(θk)| ≤ tol, STOP.

In the first step, we replace the covariance matrix C with the identity,
so after the first loop, θ2 = θ̂LS is the solution to the least-squares optimiza-
tion problem. In this way we use the least-squares estimation (2.28) as a
preconditioning step to get a good initial estimate of θ and C−1.
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At each optimization step we also employ another regularization based
on the observed low-rank structure of the covariance as described in Section
2.2. Specifically, we consider the following regularization of the covariance
inverse C−1. Let C = ΘΛΘT with Θ being an orthogonal matrix whose
columns are eigenvectors of C, and Λ being a diagonal matrix with the
eigenvalues of C on the diagonal. For an integer τ ≥ 1, let C†

τ be the pseudo
inverse

C†
τ = ΘΛ†ΘT , (2.29)

where D† is a diagonal matrix defined by

Λ†
ij =

{

(Λij)
−1, if i = j ≤ τ

0, otherwise
(2.30)

Then we define a regularized MAP estimate replacing Γ with

Γ†(θ) =
1

2

S
∑

s=1

(Yj,n,s − ūj,n)T C†
τ (Yj,n,s − ūj,n) . (2.31)

Note that if C is invertible and τ is equal to the rank of C, then C†
τ =

C−1. Typically we choose the truncation level τ to be small relative to
the rank of C and close to its effective rank. We select it in the range
τ = 10 in our numerical simulations. Such a regularization is justified by
the observation that the eigenvalues of C decay rapidly, as shown in Figure
2. In many regimes, we observe that the objective function Γ(θ) computed
without regularization is multi-modal. When C−1 is sufficiently regularized,
however, some of the observed multi-modality in the objective function is
eliminated, as demonstrated in Figure 3 and Figure 4. There we plot level
curves of the log-likelihood function, varying only two of the parameters, θ1

and θ4; the figures show the effect of increasing the amount of regularization,
which means decreasing τ from 48 (no regularization) to 30, 20, 10. Even if
τ = 1, the objective function may still exhibit multimodal behavior, due to
the nonlinear dependence of u on θ.

3 Discretization and Numerical Simulation

In this section we present numerical simulations for a discrete model of the
inverse problem. Here we consider only the case of one dimension, although
the method generalizes to dimensions bigger than one. The observation
points are taken to be uniformly distributed in the domain D = [−1, 1]:

−1 = x0 < x1 < · · · < xM < xM+1 = 1.
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Figure 3: Level curves of a section of the log-likelihood log π(Y |θ), varying
parameters θ1 and θ4. Here we fix C with respect to θ, further reducing
the nonlinearity of the posterior. LEFT: Using C−1 (no regularization).
RIGHT: Using C† with τ = 30 (N = 3, M = 16).
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Figure 4: Level curves of a section of the log-likelihood log π(Y |θ), varying
parameters θ1 and θ4. Here we fix C with respect θ, further reducing the
nonlinearity of the posterior. LEFT: Using C† with τ = 20. RIGHT:
Using C† with τ = 10 (N = 3, M = 16).
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We generate observations Y by solving a discrete version of (2.8) with the
model (1.4) on a very fine mesh. One realization of the function a(x) used
to generate data is shown in (1).

Next, to estimate a0(x) from the observations Y , we consider a discrete
version of (2.11) and (2.12). We define −1 = y0 < y1 < · · · < yD <
yD+1 = 1 to be discrete grid points uniformly distributed with grid spacing
h = 2/(D+1). We suppose that the set of observation points is contained in
this discrete mesh: {xj}M

j=1 ⊂ {yd}D
d=1. However, the number of observation

points M will generally be much smaller than D. For given vector (ãd),
d = 1, . . . , D, we let ũn

d satisfy the discrete equation

−
(

ũn
d−1 − 2ũn

d + ũn
d+1

h2

)

+ ãdũ
n
d = fn(yd), d = 1, 2, . . . , D (3.32)

and the homogeneous Dirichlet boundary condition ũ0 = ũD+1 = 0. Our
goal is to estimate ãd = a0(yd), d = 1, . . . , D from the observations Y .

Based on (2.12), our discrete model for the observations is

Yn,j,s = ũn
j + κ

D
∑

d=1

G̃(xj , yd)ãdũ
n
dξd,s + ǫn,j,s, j = 1, . . . , M.

= ũn
j + vn,j,s + ǫn,j,s, (3.33)

Here G̃ is a discrete approximation of the Green’s function for (2.11). The
variables ξd,s are i.i.d. Gaussian with zero mean. Hence the variables vn,j,s

are Gaussian with zero mean and covariance

E
[

vn,j,s vn′,k,s′
]

= δss′κ
2h−1

D
∑

d=1

G̃(xj , yd)ũ
n
d ũn′

d G̃(yd, xk) (3.34)

Given the vector (ãd) ⊂ R
D, the definitions (3.32) and (3.33) define a ran-

dom nonlinear map T : ((ãd), ω) 7→ Yn,j,s from R
D × Ω to R

NMS .

Our estimate of the vector (ãd) = (a0(yd)) may be parameterized in many
ways. We will let θ denote the vector of parameters which parameterizes
our estimate of (ãd), and let P ≤ D denote the dimension of this vector.
For example, we could let ãd = θd, so that its dimension is P = D, and θ
represents pointwise values of a0(x). Since we are assuming that a0(x) is
slowly varying, it is reasonable and practical to let θ be lower dimensional,
P < D. For example, we might let θ be the coefficients in a Fourier expansion
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of a0 corresponding to frequencies kp, p = 1, . . . , P . In this case, we could
define (ãd) by

ãd =
P

∑

p=1

θpe
iπkpyd , d = 1, . . . , D. (3.35)

In any case, given θ and a map M : θ 7→ (ãd) from R
P to R

D, our discrete
model defines a map (θ, ω) 7→ Y , which is a random nonlinear map from
R

P × Ω to R
NMS . There are NMS data points with P unknowns.

3.1 Computational Results

In Figure 5 we plot the maximum a posteriori and least-squares estimates
θ̂MAP and θ̂LS for different sets of (independent) observations. While both
estimates are close to the true value, we observe that the variance of θ̂MAP is
slightly less than that of θ̂LS . This is also observed in the histograms shown
in Figure 6. There we plot histogram of one component of the estimated
vector θ̂.

In Figure 7 we compare the pointwise variance of the estimated a0(x).
The estimated coefficient is obtained from θ̂ by

â0 ∼ Mθ̂ (3.36)

In this simulation, θ are the first P coefficients in a discrete Fourier transform
of a0, and M is the discrete inverse transform (3.35). Therefore,

E
[

(â0 − ā0)(â0 − ā0)
T
]

= MCov(θ̂)MT (3.37)

Here ā0 = E[â0] is the mean of the estimate â0. This and the Cramér-
Rao lower bound (2.25) implies the following pointwise lower bound on the
variance of the estimate â0:

E
[

(â0(yd) − ā0(yd))
2
]

≥
(

M∂θ0

∂θ
I−1(θ)

∂θT
0

∂θ
MT

)

dd

. (3.38)

The matrix M is known. The bias terms ∂θ0

∂θ are computed via Monte Carlo
simulation. The Fisher information may be computed using the explicit for-
mula (2.27). In Figure 9, the solid curve represents this theoretical lower
bound. We compute the Fisher information (2.27) using the model covari-
ance C. Figure 2 shows that the largest eigenvalues of the model covariance
and the empirical covariance agree very well. However, the model covariance
does not reliably predict the small eigenvalues and eigenvectors of the true
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covariance. For this reason, in our computation of the Fisher information
I, we apply the same truncation approximation (C† instead of C−1) used in
the optimization algorithm. In Figure 7, the theoretical lower bound is the
solid curve, and it lies below the other two curves, as we should expect.
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Figure 5: LEFT: Each curve is a separate estimate of a0(x) corresponding

to θ̂MAP using the regularized covariance inverse C†
τ . 100 independent ex-

periments are shown. For each experiment, the truncation level is τ = 10,
while N = 3, M = 16, S = 2. RIGHT: Each curve is an estimate of a0(x)
corresponding to θLS .
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Figure 6: Histogram of the parameter θ2 corresponding 500 independent
experiments. LEFT Using the maximum a posteriori estimate with regu-
larized covariance inverse C̃†

τ . The truncation level is τ = 10, with N = 3,
M = 16, S = 2. RIGHT Using the least-squares estimate θLS .
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Figure 7: Here we show the pointwise variance of the estimated coefficient
a0(x). The solid curve represents the Cramér-Rao lower bound (2.25). The
(+) data series represents the variance associated with the maximum a
posteriori estimate. The (o) data series represents the variance associated
with least squares estimation. S = 2.

4 Fluctuating diffusion coefficients

Now we consider the case when the random fluctuations appear in the dif-
fusion coefficient. Although the multi-dimensional case is certainly more
relevant to applications, we restrict our attention to the case of one spatial
dimension, because the fluctuation theory for this problem in higher dimen-
sions is not so well-understood at this point. We consider the boundary
value problem

− (a(x, ω)ux)x = f(x), x ∈ D = [−1, 1] (4.39)

where u(−1) = u(1) = 0. If (a(x, ω))−1 = σµ(x/ℓ, ω)+(a0(x))−1, then this is
equivalent to a two dimensional, first-order system of the form wx−Aw = F :

(

ux

vx

)

−
(

0 1/a0

0 0

) (

u
v

)

=

(

σµv
−f

)

where v = a(x, ω)ux. This may be written as

(

u(x)
v(x)

)

=

(

ū(x/ℓ)
v̄(x)

)

+

∫ 1

−1
G(x, y)

(

σµ(y)v(y)
0

)

dy
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where

G(x, y) =

(

G1,1(x, y) G1,2(x, y)
G2,1(x, y) G2,2(x, y)

)

is the 2x2 Green’s matrix for the system wx − Aw = F , and

(

ū(x)
v̄(x)

)

=

∫ 1

−1
G(x, y)

(

0
−f(y)

)

dy.

The entries in the Green’s matrix are independent of ℓ and are given explic-
itly by

G1,1(x, y) = I[−1,x](y) − α(x)

α(1)
,

G1,2(x, y) = I[−1,x](y)(α(y) − α(x)) − α(x)

α(1)
(α(y) − α(1)),

G2,1(x, y) =
1

α(1)
,

G1,2(x, y) = I[−1,x](y) +
1

α(1)
(α(y) − α(1)),

where α(y) = −
∫ y
−1(a0(s))

−1 ds and I[−1,x] is the indicator function of the
interval [−1, x].

Suppose that µ = µ(x/ℓ, ω). Using the explicit integral solution for
(4.39) in one dimension, it can be shown (see [2, 5]) that the central limit
theorem holds for u:

u(x) ≈ ū + κ

∫ 1

−1
G1,1(x, y)v̄(y; f) dWy

where the kernel G1,1(x, y) and v̄(x; f) = −
∫

G2,2(x, y)f(y) dy both depend
on a−1

0 in a nonlinear way, and Wy is standard Brownian motion. Recall
that κ =

√
ℓσ.

Therefore, we model noisy measurements of u(xj ; fn, ωs) as

Yj,n,s = ū(xj ; fn) + κ

∫ 1

−1
G1,1(xj , y; a0)v̄(y; fn) dWy(ωs) + ǫn,j,s

(4.40)

for small ℓ. So, the measurements Yj,n,s are modeled as Gaussian random
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variables with mean ūj,n = ū(xj ; fn) and covariance

Cov
(

Yj,n,s, Yj′,n′,s′
)

= E
[

(Yj,n,s − ūj,n)(Yj′,n′,s′ − ūj′,n′)
]

= γ2δss′δjj′δnn′

+δss′κ
2

∫ 1

−1
G1,1(xj , y; a0)v̄(y; fn)v̄(y; fn′)G1,1(y, xj′ ; a0) dy

4.1 Discretization and Numerical Simulation

To estimate a−1
0 (x) from the observations Y , we consider a discrete version

of the system
(

ūx

v̄x

)

−
(

0 1/a0

0 0

) (

ū
v̄

)

=

(

0
−f

)

(4.41)

As before, we define −1 = y0 < y1 < · · · < yD < yD+1 = 1 to be discrete
grid points uniformly distributed with grid spacing h = 2/(D + 1). The set
of observation points is contained in this discrete mesh: {xj}M

j=1 ⊂ {yd}D
d=1.

Let yd+ 1

2

= 0.5(yd+1 + yd) denote the intermediate grid points. For given

vector (ã−1
d+ 1

2

), d = 0, . . . , D, we let {(ũn
d ), (vn

d+ 1

2

)} satisfy the discrete system

(

ũn
d+1 − ũn

d

h

)

= ã−1
d+ 1

2

ṽn
d+ 1

2

, d = 0, 2, . . . , D

(

ṽn
d+ 1

2

− ṽn
d− 1

2

h

)

= fn(yd), d = 1, 2, . . . , D − 1 (4.42)

and the homogeneous Dirichlet boundary condition ũ0 = ũD+1 = 0. Here
we use ṽd+ 1

2

to denote an approximation of v at the intermediate point yd+ 1

2

.

Based on (4.40), our discrete model for the observations is

Yn,j,s = ũn
j + κ

D−1
∑

d=0

G̃1,1(xj , yd+ 1

2

)ṽn
d+ 1

2

ξd,s + ǫn,j,s, j = 1, . . . , M.

= ũn
j + zn,j,s + ǫn,j,s, (4.43)

Here G̃ is a discrete approximation of the Green’s function associated with
(4.41). The variables ξd,s are i.i.d. Gaussian with zero mean. Hence the
variables zn,j,s are Gaussian with zero mean and covariance

E
[

zn,j,s zn′,k,s′
]

= δss′κ
2h−1

D−1
∑

d=0

G̃(xj , yd+ 1

2

)G̃(xk, yd+ 1

2

)ṽn
d+ 1

2

ṽn′

d+ 1

2
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We parameterize our estimate of a−1
0 according to

ã−1
0 (yd+ 1

2

) =
P

∑

k=1

Mdkθk, d = 0, . . . , D

where M is a matrix representing the discrete Fourier inverse transform.

4.1.1 Computational Results
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Figure 8: Each dashed curve is a separate estimate of the coefficient
(a0(x))−1 = Mθ̂MAP . 100 independent experiments are shown. The thick
black curve represents the true coefficient. There are P = 7 degrees of free-
dom in the definition of a−1

0 . Each experiment involves S = 2 independent
samples. Measurements are made at M = 16 interior points for N = 3
different functions fn(x)

We estimate θ̂ following the same strategy as before. We compute the
maximum a posteriori estimate θ̂MAP and the least-squares estimate θ̂LS of
the unknown parameters. Then, our estimate of a−1

0 is â−1
0 = Mθ̂. The

MAP estimates of (a0(x))−1 are shown in Figure 8. The pointwise variance
of the estimate is shown in Figure 9 for S = 2 and in Figure 9 for S = 1.
As in the previous model with unknown absorption term, we observe that
the pointwise variance of the estimated coefficient is less when the model
covariance is used, compared to the least squares estimate.
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The Cramér-Rao lower bound (2.25) implies that the pointwise variance
is bounded below by

E

[

(â−1
0 (yd+ 1

2

) − a−1
0 (yd+ 1

2

))2
]

≥
(

M∂θ0

∂θ
I−1(θ)

∂θT
0

∂θ
MT

)

dd

. (4.44)

In Figure 9, the solid curve represents this theoretical lower bound. The
bias terms ∂θ0

∂θ must be computed via Monte Carlo simulation. The Fisher
information may be computed using the explicit formula (2.27). We compute
the Fisher information (2.27) using the model covariance C. As before, in
our computation of the Fisher information I, we apply the same truncation
approximation (C† instead of C−1) used in the optimization algorithm.
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Figure 9: Here we show the pointwise variance of the estimated coefficient
(a0(x))−1. The (+) series represents the variance associated with the max-
imum a posteriori estimate θ̂MAP . The (o) series represents the variance
associated with least squares estimate θ̂LS . The solid curve approximates
the Cramér-Rao lower bound (4.44). S = 2.

5 Summary and Conclusions

We have introduced an approach to parameter estimation that quantifies the
effect of small scale fluctuations in the unknown coefficients. This approach
is based on the asymptotic form of the fluctuations in the solution of the
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Figure 10: As in the preceding figure, we show the pointwise variance of
the estimated coefficient (a0(x))−1. The (+) series represents the variance
associated with the maximum a posteriori estimate θ̂MAP . The (o) series
represents the variance associated with least squares estimate θ̂LS . The
solid curve approximates the Cramér-Rao lower bound (4.44). In this case,
measurements of only one sample (S = 1) are used in each experiment.
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differential equation due to the fluctuations in the coefficients. Our numer-
ical simulations show (e.g. Figure 2), that this estimation approach models
well the covariance structure of the observation data without knowing the
fine-scale details of the unknown coefficients. This approach may be useful
in other inverse problems in which the effect of unresolved parameters is
random with a universal character.

Estimation of the smooth part of the diffusion coefficient accounting for
small scale fluctuations is limited at present to the one dimensional case.
This is because a fluctuation theory for diffusion equations with rapidly
oscillating coefficients [11, 10, 8] has not been developed in more than one
dimension.
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Appendix A: The central limit theorem

Here we sketch the derivation of the central limit theorem which we have
used as the basis of our approach. We focus on the problem with variable
diffusion coefficients. From (4.40), we see that the solution u is given by

u(x) = ū(x) +
√

ℓ

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
)v(y; f) dy

This formula is exact, although it is not explicit since the integral depends
the function u itself through the relation v(x; f) = a(x)ux(x; f). If we had
v̄ instead of v appearing in this integral, then the asymptotic behavior of u
would then follow from the central limit theorem applied to the integral

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
)v̄(y; f) dy

Replacing v with v̄ is a linearization of the expression (5.45) as ℓ → 0. Since
the spatial dimension is d = 1, v converges uniformly to v̄ as ℓ → 0, and we
can justify this linearization, as follows.
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By integrating the equation (4.39) we find that

v(x; f) = F (x) + cℓ(ω) (5.45)

where F ′(x) = −f(x), F (−1) = 0, and cℓ(ω) is the random constant

cℓ(ω) =

(
∫ 1

−1

1

a(s, ω)
ds

)−1 ∫ 1

−1

F (s)

a(s, ω)
ds. (5.46)

Similarly, the function v̄(x; f) = a0(x)ūx is given by

v̄(x; f) = F (x) + c∗ (5.47)

where c∗ is the constant

c∗ =

(
∫ 1

−1

1

a0(s)
ds

)−1 ∫ 1

−1

F (s)

a0(s)
ds. (5.48)

Using the law of large numbers and the relation (a(x))−1 = (a0(x))−1 +
σµ(x/ℓ), one can show that for any ǫ > 0,

lim
ℓ→0

P

(

|cℓ − c∗| > ǫ
)

= 0. (5.49)

Using the fact that

E

[

|ℓ−1/2

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
)v(y; f) dy|2

]

(5.50)

is bounded, independently of ℓ ∈ (0, 1), one can show as in [2, 5] that

ℓ−1/2

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
) (v(y; f) − v̄(y; f)) dy (5.51)

converges to zero, in distribution. This implies that for any α ∈ R,

lim
ℓ→0

P

(

ℓ−1/2

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
)v(y; f) dy > α

)

= lim
ℓ→0

P

(

ℓ−1/2

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
)v̄(y; f) dy > α

)

(5.52)

Now applying the central limit theorem as in [2], we conclude that

ℓ−1/2

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
)v̄(y; f) dy (5.53)
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converges in distribution to a Gaussian random field z(x) with mean zero
and covariance

E[z(x1)z(x2)] = σ2

∫ 1

−1
G1,1(x1, y)v̄(y; f)v̄(y; f)G1,1(y, x2) dy.

Observe that if K = ℓ−1 ∈ Z, then the integral (5.53) has the form

ℓ−1/2

∫ 1

−1
G1,1(x, y)σµ(

y

ℓ
)v̄(y; f) dy =

√
2√
K

K−1
∑

k=−K

αk (5.54)

with

αk =

∫ k+ℓ

k
G1,1(x, ℓz)σµ(z, ω)v̄(ℓz; f) dz. (5.55)

The variance of this sum is

E

[

(

√
2√
K

K−1
∑

k=−K

αk)
2

]

= 2ℓ−1σ2

∫∫

[−1,1]2
G1,1(x, y)G1,1(x, s)v̄(y; f)v̄(s; f)R(

y − s

ℓ
) dy ds

As ℓ → 0, this converges to

σ2

∫ 1

−1
G1,1(x, y)G1,1(x, y)v̄(y; f)v̄(y; f) dy.

Appendix B: Efficiency of the estimator

For linear statistical models, it is known [4] that knowledge of the true
data covariance matrix may be used to construct an efficient estimate of the
unknown parameter, realizing the optimal covariance lower bound (2.25).
On the other hand, an ordinary least squares estimate that does not utilize
the true data covariance matrix may have much larger covariance. Let us
consider a simple linear model:

Y = Bθ + η

where η is an NM -dimensional vector of mean-zero, Gaussian random vari-
ables with covariance matrix C = E[ηηT ]. The matrix B : R

P → R
NM is

known, and θ ∈ R
P is a vector of parameters. Suppose we want to estimate
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θ, given the observation Y ∈ R
NM , a vector. This may be seen as a lin-

earization of our PDE model. Specifically, one may think of B : R
P → R

NM

as the matrix

B =
∂ūn

i

∂θj
, i = 1, . . . , M, n = 1, . . . , N, j = 1, . . . , P,

the Frechét derivative of ū with respect to the parameter θ. We’ll assume
B is injective, but that P < NM so the rank of B is smaller than the
dimension NM . So, in this simplified model, the predicted values lie on the
P dimensional manifold which is the span (in R

NM ) of the columns of B. For
simplicity, let us suppose that C is independent of θ. Let C−1 = ΦD−1ΦT

where D is a diagonal matrix with the eigenvalues of C along the diagonal,
and ΦT = Φ−1.

Suppose we make S independent observations of Y and that Ȳ is the
empirical average. It is easy to show that the estimate

θC = arg min
1

2

S
∑

s=1

(Ys − Bθ)T C−1(Ys − Bθ) (5.56)

= (BT C−1B)−1BT C−1Ȳ .

is unbiased and realizes the Cramér-Rao lower bound, since

Cov(θC) = E[θCθT
C ] = (BT C−1B)−1.

is exactly the Fisher information for this model. On the other hand, the
ordinary least-squares estimate of θ is:

θLS = arg min
1

2

S
∑

s=1

(Ys − Bθ)T (Ys − Bθ) (5.57)

= (BT B)−1BT Ȳ

This estimate is also unbiased, but its covariance is

Cov(θLS) = E[θLSθT
LS ] = (BT B)−1BT CB(BT B)−1

Therefore, Cov(θLS) ≥ Cov(θC) in general.
Under what condition will the variance of the estimate θC be significantly

less, in the sense that Cov(θLS) >> Cov(θC)? If there are P eigenvectors of
C which span the P -dimensional column space of B, then these two matrices
are the same: Cov(θLS) = Cov(θC). So, the estimate θC has smaller variance
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than the least squares estimate θLS only if the columns of B are somewhat
incoherent with the eigenvectors of C.

For the sake of illustration, let us suppose that (BT B) : R
P → R

P is the
identity. Let ξ ∈ R

P be a unit vector, let {bk}P
k=1 denote the (orthonormal)

columns of B, let {ej}j denote the eigenvectors of C, and let PBej := BBT ej

denote the projection of ej onto the column space of B. Then we see that

ξT (BT C−1B)ξ =
∑

j

d−1
j |(vj)

T ξ|2

where vj is the vector (vj)k = ej ·bk, k = 1, . . . , P , and dj is the jth eigenvalue
of C. Therefore,

ξT (BT C−1B)ξ ≥ β1‖ξ‖2

where β1 is the constant

β1 = min
‖r‖=1

r∈span{bk}

∑

j

d−1
j |(PBej)

T r|2,

the smallest eigenvalue of the matrix BT C−1B. This implies that for any
ξ ∈ R

P ,

(

ξT Cov(θC)ξ
)

= ξT (BT C−1B)−1ξ ≤ 1

β1
‖ξ‖2. (5.58)

On the other hand, a similar calculation shows that

(

ξT Cov(θLS)ξ
)

= ξT
(

(BT CB)ξ
)

≥ β2‖ξ‖2
2, (5.59)

where β2 is the constant

β2 = min
‖r‖=1

r∈span{bk}

∑

j

dj |(PBej)
T r|2,

the smallest eigenvalue of the matrix BT CB.
So, if β2 >> (β1)

−1 > 0, we see from (5.58) and (5.59) that the covariance
of the least-squares estimate θLS is much greater than that of the estimate
θC , which is optimal. If β2 and β−1

1 are comparable, however, then there
may be no appreciable difference between Cov(θC) and Cov(θLS). Roughly
speaking, the former will occur if the eigenvectors of C are incoherent with
the columns of B, in the sense that
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1. every vector in the column space of B is somewhat aligned with the
eigenvectors ej corresponding to large eigenvalues of C, so that β2 is
not too small;

2. every vector in the column space of B is somewhat aligned with the
eigenvectors ej corresponding to small eigenvalues of C, so that β1 will
be very large.
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